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Abstract. Notwithstanding its potential benefits, organizational AI use can lead to unintended 
consequences like opaque decision-making processes or biased decisions. Hence, a key 
challenge for organizations these days is to implement procedures that can be used to assess 
and mitigate the risks of organizational AI use. Although public awareness of AI-related risks 
is growing, the extant literature provides limited guidance to organizations on how to assess 
and manage AI risks. Against this background, we conducted an Action Design Research 
project in collaboration with a government agency with a pioneering AI practice to iteratively 
build, implement, and evaluate the Artificial Intelligence Risk Assessment (AIRA) tool. 
Besides the theory-ingrained and empirically evaluated AIRA tool, our key contribution is a 
set of five design principles for instantiating further instances of this class of artifacts. In 
comparison to existing AI risk assessment tools, our work emphasizes communication between 
stakeholders of diverse expertise, estimating the expected real-world positive and negative 
consequences of AI use, and incorporating performance metrics beyond predictive accuracy, 
including thus assessments of privacy, fairness, and interpretability. 
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1 Introduction 
 
Artificial Intelligence (AI) technologies such as machine learning (ML) allow an increasing 
number of organizations to improve decision-making and automate processes [1]. 
Notwithstanding these potential benefits, organizational AI use can lead to undesired outcomes, 
including lack of accountability, unstable decision quality, discrimination, and the resulting 
breaches of the law [2]. For instance, media and academia have revealed cases of algorithmic 
discrimination concerning facial recognition [3], crime prediction [4], online ad delivery [5], 
and skin cancer detection [6].  

Drawing on the risk management literature [7, 8], we refer to such potential undesired 
outcomes as risks. Given the increasing adoption of AI, a key challenge for organizations these 
days is implementing procedures that prevent or mitigate risks from organizational AI use. A 
critical task in this regard is to assess (i.e., identify, analyze, and prioritize) [8] the risks 
associated with a new AI system (i.e., a software system based on AI) before its go-live. Risk 
assessment is critical for responsible organizational AI use because it allows organizations to 
make informed decisions grounded in a thorough understanding of the risks and benefits of 
using a specific AI system and because risk assessment is the foundation for risk control [8] 
after go-live.  
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The risk management literature, governmental frameworks, and the AI literature 
provide some foundations for understanding how organizations should assess risks from 
organizational AI use. Two key insights from the risk management literature are that risk 
management is a knowledge integration process involving business and technical stakeholders 
[9, 10] and that risk management operates within a tension between template-based deliberate 
analysis and expert intuition [8, 11]. Governmental frameworks, such 
as Canada’s Directive on Automated Decision-Making [12], provide blueprints for risk 
assessment templates. The AI literature provides methods for data and model documentation 
[13, 14], for improving the interpretability of ML models [15], and for identifying biases [16, 
17]. The AI literature has recently also advanced the concept of envelopment [18–20] to explain 
how organizations can address risks by limiting the agentic properties of AI technologies [21]. 

Although these foundations are valuable, the existing literature provides limited 
guidance to organizations on assessing AI risks because of two fundamental limitations. First, 
there is little research that explicitly takes a risk management perspective on AI. While most 
AI research does not explicitly draw on risk management theory [13, 14], the risk management 
literature does not focus on AI, examining instead risks associated with information system 
(IS) projects [8, 9] or with traditional software and hardware [22]. However, AI systems differ 
from these two in that AI systems are software (unlike IS projects) with agentic qualities (unlike 
traditional hardware and software) [21]. Second, given the conceptual nature of most work 
[20], there is a lack of empirical research that is grounded in the experience of real 
organizations in assessing AI-related risks. Given these gaps, our paper addresses the following 
research question: How should procedures be designed to assess the risks associated with a 
new AI system?  

We address this research question through an Action Design Research (ADR) study 
[23]. We worked together with a governmental agency with a pioneering AI practice 
to iteratively build, implement, and evaluate the AI Risk Assessment (AIRA) tool. Our key 
contributions are theory-engrained and empirically validated design principles for assessing 
risks associated with new AI systems. 
 
2 Literature Background 
 
2.1 The AI Literature 
There is a rapidly growing body of research from computer science and IS on AI, defined as 
“systems that display intelligent behavior by analyzing their environment and taking actions – 
with some degree of autonomy – to achieve specific goals.” [24]. Although AI research has 
rarely paid explicit attention to risk assessment of new AI systems, three streams within AI 
research provide important perspectives on this issue: research on interpretability, on 
envelopment, and on dataset and model documentation. 
 
Interpretability. The main argument why we grounded our artifact in the literature on 
interpretable AI is that insights into the process of algorithmic decision making enable the early 
detection of unintended outcomes and side-effects, hence lowering overall risk. We rely on 
Lipton’s [15] conceptualization of interpretability with the subcategories transparency and 
post-hoc interpretability. Transparency refers to AI systems that are inherently understandable 
for humans, such as linear models and decision trees. It comprises the criteria simulatability of 
the model as a whole (e.g., whether a human can trace how the model transforms inputs into 
outputs), decomposability of its individual components (e.g., the decision rules and parameters 
of a model), and transparency of the learning algorithm (e.g., how a model learns its decision 
rules or parameters) [15]. Posthoc interpretability is an alternative to inherent transparency. For 
complex and opaque AI systems, it might be possible to construct a faithful abstraction of the 
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original black-box model that is understandable for humans (e.g., a visualization, an example-
based explanation) [15]. Such post-hoc explanations can focus on an individual prediction 
(local explanations) or on the general patterns the model has learned (global explanations) [15]. 
 
Envelopment. Envelopment theory provides conceptual guidance for enhancing the safety of 
AI systems in production environments. Envelopment—a term borrowed from the field of 
robotics—describes how micro-environments are enveloped around robots’ three-dimensional 
space enabling them to achieve their purpose successfully while preventing damaging people 
or material [20, 25, 26]. Although the concept is originally 
from the physical space, Robbins suggested that the areas to be addressed by an AI system can 
also be enveloped into a confined virtual space. These areas are training data (its suitability for 
production environments), boundaries (expected scenarios and possible inputs including data 
types), input (how all sensed data are combined), function (the purpose of the AI), and output 
(the AI’s production utilized to fulfill its function) [20]. For instance, an organization may 
envelop training data by stipulating that the model needs to be retrained with new training data 
if significant environmental changes question the suitability of the training data for the current 
production environment [20]. 
 
Model Documentation. Datasheets for datasets guides the communication between dataset 
creators and dataset consumers to enhance transparency and accountability. Datasets are 
accompanied by a datasheet documenting key aspects such as composition, collection, and 
cleaning [13]. Model cards for model reporting has been developed to supplement datasheets 
for datasets and follows a similar logic. Model cards are documentations that accompany 
trained ML models. The model cards contain information related to the application domain 
[14]. Reactive approaches are developed to audit the performance of facial recognition 
classifiers performance across different genders and skin colors [16, 17]. 
 
2.2 Risk Management 
We draw on the risk management literature as one foundation for understanding how 
organizations can assess potential undesired outcomes of using an AI system. Risk 
management is frequently conceptualized as a process that starts with risk assessment, 
consisting of risk identification, risk analysis, and risk prioritization, followed by risk control 
[7, 8]. Our paper focuses on risk assessment. Although most of the IS risk management 
literature focuses on risks associated with IS projects, the literature offers two key ideas that 
are potentially relevant for the risk assessment of AI systems. 

First, risk management is a knowledge integration process involving business and 
technical stakeholders. Wallace et al. [10] showed that problems in IS projects often have their 
origin in social-subsystem risks (e.g., unstable environments, user resistance), which translate 
into technical risks and project management risks. In line with these ideas, it has been shown 
that knowledge integration between technical and business stakeholders is key for addressing 
risks in IS projects [9]. Although IS projects are different from organizational AI use, 
organizational AI use is, like an IS project, a sociotechnical system in which users delegate 
their work to AI systems and the development of these AI systems to developers and data 
scientists [21], presenting thus a need for knowledge integration between users and data 
scientists. 

Second, risk management operates within a tension between template-based deliberate 
analysis and expert intuition. The bulk of academic risk management research suggests that 
deliberate efforts to identify, analyze, and prioritize risks are beneficial because they help to 
capture a wider range of risks [8] efficiently. For instance, risk managers were shown to capture 
a wider range of risks when they performed a deliberate risk analysis based on templates [27]. 



 4 

However, another strand of the risk management literature emphasizes the key role of expert 
intuition for mindfully identifying and focusing on relevant risks [28], suggesting that risk 
assessment often requires a balance between document-based and expertise-based approaches. 
 
3 The Action Design Research Project 
 
The Action Design Research (ADR) project described in this paper is a university government 
collaboration between the Danish Business Authority (DBA) and the IT University of 
Copenhagen. The DBA is a Danish government agency with approximately 700 employees. 
The DBA offers services like the cross-governmental platform virk.dk, Covid-19 
compensation, the central business register, and annual reporting to Danish and foreign 
businesses. It has deployed 22 AI systems to support employees in operational decision making 
and automation of routine tasks. The DBA presented an ideal setting for our study given its 
intensive use of AI, the high level of digitization in Denmark [29,30], and the strategic priority 
of ensuring responsible AI use in the Danish public sector [31]. 

The artifact developed in this ADR project was the AI Risk Assessment (AIRA) tool. 
The AIRA is designed to be the first out of four artifacts in the X-RAI framework [32]. Its key 
purpose was to assess the risks associated with a new AI system. We developed the AIRA tool 
between April 2019 and March 2021 through three iterations of building, evaluating, and 
testing (see Table 1) [23]. During this time, the first author of this paper spent approximately 
every other week at the DBA. Everyday interactions and meetings with DBA employees, 
especially around 30 meetings, including 12 one-on-one sessions with the ML lab team leader, 
shaped its design. These interactions have led to a rich empirical base consisting of transcripts, 
field notes, documents, and artifacts. 

 
Table 1. Overview for application, test and evaluation of AIRA on AI systems 

 
AI systems Test approach (artifact version) 

Business document compliance validator Framework (v1) filled out at the meeting 
Document preprocesing filter Framework (v1) filled out at the meeting 
Identification check Framework (v1) filled during two meetings 
Compensation Framework (v2.1.1) filled out during two recorded 

Microsoft Teams interviews 
Fraud Framework (v2.1.3) filled out at the meeting 
Industry code selector Framework (v3.0.1. ML part) filled out pre 

meeting 
and evaluated at the meeting 

Identification check Framework (v3.0.1. ML part) filled out 
Bankruptcy report Frameworks (v3.0.1. Business part and v3.0.1. ML 

part) filled out before the meeting for discussion 
and evaluated at the meeting (recorded) 

Fixed costs compensation Frameworks (v3.0.2. Business part, v3.0.4. ML 
part, and v3.0.3. Facilitator part) filled out before 
the meeting and discussed at the meeting 

Salary compensation Frameworks (v3.0.2. Business part, v3.0.4. ML 
part, and v3.0.3. Facilitator part) filled out before 
the meeting and discussed at the meeting 

Self-employed compensation Frameworks (v3.0.2. Business part and v3.0.4. ML 
part) filled out before the meeting and discussed at 
the meeting 
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Iteration #1: The initial design of the AIRA tool was inspired by the Algorithmic Impact 
Assessment (AIA) tool of the Canadian government. Although the AIA tool served as a 
blueprint, key stakeholder at the DBA found that the AIA tool did not focus enough on 
algorithms and data, lacked clear roles and responsibilities, and was tailored to Canadian law. 
Hence, using the AIA tool as a source of inspiration, the ADR team built an initial alpha version 
of the AIRA tool consisting of ten questions. The questions addressed areas such as algorithms 
(e.g., underlying learning algorithms and used libraries), training data (e.g., types and sources 
of data), predictive performance (e.g., a confusion matrix incl. description of the consequences 
of each cell, the existence of ground truth), interpretability (e.g., use of post-hoc explainability 
methods), and decision making (e.g., is there a human-in-the-loop?). The organizational 
intervention occurred by applying the tool on three AI systems in collaboration with data 
scientists from the DBA. The evaluation happened in the form of feedback from the team leader 
of the DBA’s ML Lab. The evaluation found that the general idea was likely to work in the 
context of the DBA and that the tool should be expanded to include user stories from a business 
perspective and data privacy. In addition, the desire to calculate a risk score, just like in the 
Canadian AIA tool, was articulated. 
 
Iteration #2: The second iteration focused on expanding the contents of the tool. The building 
phase concentrated on identifying further relevant areas which need to be covered for risk 
assessment (e.g., a more detailed description of the purpose of the AI system from a business 
perspective). In addition, the level of detail for assessing the training data aspect was increased 
considerably. The intervention occurred by applying the artifact to two additional AI systems. 
The concurrent evaluation yielded two key findings. First, it was important to acknowledge the 
knowledge differences between different people and roles involved. Data scientists had 
problems answering questions related to business objectives and the business need for model 
interpretability, as one data scientist formulated it: “…The need for transparency is defined by 
the business unit. I just try to build the best model for a given need of transparency. It is 
business who needs to define the requirements for transparency and how these requirements 
need to be understood.” (Data scientist 1). Second, it was found that going through the 
questionnaire from start to end was too time-consuming and that different stakeholders should 
contribute to different parts. Henceforth, the artifact should be filled out before the meeting 
and discussed at the meeting. The ADR team also realized that the original idea of 
automatically calculating a risk score, like in the Canadian AIA tool, was complicated by 
numerous context dependencies and interdependencies between questions. 
 
Iteration #3: Based on the feedback from the previous iteration, we focused the building phase 
on restructuring the questionnaire into self-contained modules for distinct stakeholders and 
improving the overall user experience in terms of required time and knowledge. The first 
module initiated the assessment process and is to be filled out by a future user of the AI system 
(i.e., the business unit). The second module was filled out by those building the model (i.e., 
data scientists). The third module was filled out in collaboration between the user (domain 
experts) and data scientists in a physical meeting moderated by a facilitator. The intervention 
phase included applying the tool to six AI systems. The evaluation suggested potential for 
improvement regarding the readability of some questions and the preparation time required for 
participants. 
 
4 The Artificial Intelligence Risk Assessment Tool 
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Figure 1a provides a schematic overview of the final version of the AIRA tool. The tool 
contains three modules, each targeted at a different audience. We will now describe the 
structure and contents of these modules in more detail. 

The first module is targeted at the business unit that will use the AI system and focuses 
on eliciting requirements from a business perspective. Amongst others, the module contains a 
consequences matrix showing potential positive and negative consequences of deploying the 
AI system (see Fig. 1b for an example). Inspired by the concept of a confusion matrix, it asks 
domain experts for a qualitative description of the consequences of these four types of 
outcomes. Following the idea of expected utility theory [33, 34] the combination of this 
information with quantitative data from a classical confusion matrix (which is included in the 
second module of the tool, see Fig. 1) allows assessing the chances and risks of deploying the 
AI system. The assessment is complemented by information describing if a human receives the 
output of the AI system and if a human can instantly verify the truthfulness of the output. 

The second module is meant to be filled out by the data scientist responsible for 
developing the AI system. The main themes covered in this module are the predictive 
performance, training data, interpretability of the model and its outputs, and its interfaces and 
boundaries. The interpretability part is based on the concepts and categorizations proposed by 
Lipton. With regards to transparency, the data scientist is, for instance, asked whether they are 
able to describe how the algorithm discovers decision rules (algorithmic transparency) and how 
these rules are later used to make predictions for specific cases (simulatability). If the AI system 
is based on a black box algorithm, questions regarding local and global post-explainability are 
asked. Another important part of the module is related to the processing of personal data. 
Drawing on the EU GDPR, it is checked whether the AI system processes protected personal 
attributes (e.g., gender, ethnicity, age) and if the model has been checked for potential biases 
and discrimination against these groups. At this, six types of biases (historical, representation, 
measuring, aggregation, evaluation, and implementation) [35] and metrics for their detection 
(e.g., Equal Opportunity Difference, Disparate Outcomes) are considered. Finally, the interface 
of the AI system to other downstream models (e.g., to discover potential chain reactions if the 
model fails) and potential boundary conditions (e.g., In which situations should be the model 
not be used?) are documented. 
 

 
Fig. 1. (a) Schematic overview of the artificial intelligence risk assessment tool with (b) an Example 
of a consequence matrix 
 

The third module comprises a synthesis and final assessment of the business and 
technical perspectives. This qualitative assessment, which should be conducted collaboratively 



 7 

by domain experts, data scientists, and a facilitator, replaces the original idea of a quantitative 
risk score (like in the Canadian AIA tool). Exemplary questions include “Does the model solve 
the business need?”, “Is the model interpretable enough?”, or “Is the model free from 
discriminating biases?”. The AI system cannot be put into production before every question in 
this section is answered with a yes. 
 
5 Reflection, Learning, and Formalization of Design Principles 
 
Going beyond the concrete and situated IT artifact described in Sect. 4, we also derived more 
general theoretical statements from our ADR project and formalized them in the form of design 
principles (see Table 2). These prescriptive statements should enable others to build instances 
of the here presented class of IT artifacts (i.e., AI Risk Assessment tools). According to the 
idea of ADR, these design principles constitute the main scientific contribution of our work. 
We describe design principles using a recently proposed schema 1[36]. 

The first three design principles are grounded in risk management theory and focus on 
eliciting input and feedback from a diverse group of motivated stakeholders. More specifically, 
the risk assessment should involve both ML designers and users in the assessment process (DP 
#1). Support for this principle comes both from the risk management literature [9, 10] and from 
the issues encountered in the second integration when we used one document that did not cater 
for the needs of specific stakeholders. We also made the experience that it can be difficult to 
involve experts in the risk assessment, which they may perceive as a formality with little 
business value [8]. To not burden experts with too many forms and rules and allow for advances 
in technology and domain-specific approaches, we decided not to prescribe precisely which 
methods and metrics to use during the assessment but instead to rely on their expertise in 
choosing the right tools (DP #2). The predictions made by the AI systems deployed at the DBA 
can have critical real-world consequences for businesses and citizens. Hence, in line with the 
focus on both probability and impact in risk management [7], it is not sufficient to evaluate 
their performance purely in terms of statistical measures (e.g., accuracy, precision, or 

 
Table 2. Design principles for an artificial intelligence risk assessment tool 

 
Principle of… Aim, implementer, and 

user 
Mechanism Rationale 

1: Multi-perspective 
expert assessment 

To perform a multi-
perspective risk 
assessment (aim), 
organizations using AI 
should… 

… ensure that the AI 
system is jointly 
assessed by users 
(domain experts) and 
developers (data 
scientists) 

Risk assessment in 
socio-technical systems 
implies integrating 
knowledge from 
business and technical 
perspectives [9, 10] 

2: Structured intuition To motivate and engage 
diverse stakeholders to 
participate in risk 
assessment (aim), 
organizations using AI 
(implementers) 
should… 

… prescribe aspects 
that need to be 
assessed, but not the 
specific methods or 
tools to be used for that 
assessment 

Risk assessment needs 
to strike a balance 
between deliberate 
analysis and structure to 
ensure motivation and 
coverage of key risks 
[8] 

 
1 As the Context element did not vary between our design principles (“In organization with values similar to the European 
Union where AI is used to aid or make decisions.“) we decided to omit it from the table. We also omitted the optional 
Decomposition element. 
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3: Expected 
consequences 

To make risk 
assessments based on 
expected real-world 
consequences instead of 
lab results (aim), 
organizations using AI 
(implementers) 
should… 

… combine 
probabilities 
of outcomes of 
algorithmic decisions 
(e.g., true 
positive/negative rate) 
with their respective 
costs and benefits 

Considering both risk 
probabilities and their 
impacts is a common 
practice in risk 
management [7, 8]. 
Drawing on expected 
utility theory [33], we 
extend this idea to also 
take positive outcomes 
into consideration 

4: Beyond accuracy To account for risks 
beyond “false 
predictions” (aim), 
organizations using AI 
(implementers) 
should… 

… evaluate AI systems 
not only in terms of 
predictive accuracy but 
also in terms of 
dimensions like 
interpretability, privacy, 
or fairness 

We draw on Lipton’s 
[15] desiderata of 
interpretable ML (trust, 
causality, 
transferability, 
informativeness, and 
fair and ethical decision 
making) and the 
accompanying 
properties of 
interpretable models in 
terms of transparency 
and post-hoc 
explainability. The 
principle is further 
backed up by the EU 
GDPR 

5: Envelopment of 
black boxes 

To leverage the 
superior predictive 
power of complex 
“black box” AI systems 
with minimal risks, 
organizations 
using AI (implementers 
should… 

… envelop the training 
data, inputs, functions, 
outputs, and boundaries 
of their AI systems 

In robotics, envelopes 
are three-dimensional 
cages built around 
industrial robots to 
make them achieve 
their purpose without 
harming human 
workers or destroying 
physical things [25]. 
The idea has recently 
been transferred to ML 
by Robbins [20] and 
Asatiani et al. [19] 

 
recall). Instead, decision-makers should assess the expected consequences in terms of the 
probabilities of correct and erroneous decisions and their costs and benefits in the downstream 
business processes (DP #3). 

The last two design principles are grounded in the literature on interpretable and 
safe ML. In line with the previous principle, a purely technical evaluation in terms of predictive 
accuracy will not capture all possible risks stemming from the use of AI in governmental 
contexts. Algorithmic decisions must be precise and interpretable for audiences with varying 
levels of ML knowledge (e.g., citizens, caseworkers, lawyers, politicians) and comply with a 
country’s legal frameworks and ethical values (DP #4).  
Finally, we realized that in some situations, it might not be possible to use inherently 
transparent AI systems (e.g., because a deep neural network offers drastically superior 
predictive performance on text or image data over a simple statistical model). Adopting the 
idea of envelopment from the field of robotics, we propose to build virtual envelopes acting as 
safety nets around parts of an AI system to detect and mitigate risks (DP #5). Examples include 
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putting a human in the loop to check the outputs of an AI system or to monitor if the distribution 
of input data at production time is still compatible with the data the model was trained on. 
 
6 Discussion 
 
In this paper, we asked the research question: How should procedures be designed to assess 
the risks associated with a new AI system? We addressed this research question through an 
ADR project where we built, implemented, and evaluated the AIRA tool at a public sector 
organization with pioneering AI use. Our key outcomes are an artifact—the AIRA tool—and 
five design principles for AI risk management.  

Although there is little research on the specific topic of AI risk management, the closest 
research is work on AI model documentation, including the Canadian AIA tool, Datasheets for 
datasets [13], Model cards for model reporting [14], and auditorial approaches [16, 17]. Our 
work goes beyond this existing research in four important ways. First, our work puts greater 
emphasis on guiding the communication between stakeholders 
of diverse expertise, focusing on the interaction between AI systems builders and users. This 
emphasis manifests in questionnaires for three distinct user groups (domain expert, data 
scientist, facilitator) and in design principle #1. Second, the AIRA tool goes beyond existing 
approaches by its greater focus on establishing a joint understanding of the consequences of AI 
use among involved stakeholders, helping the participants to assess risks relative to the benefits 
of the AI system. This manifests in design principle #3. Third, the AIRA tool emphasizes 
incorporating model performance metrics beyond accuracy, including assessments of bias, 
fairness, and interpretability. This balanced assessment is important because the interpretability 
of AI is essential for preproduction risk identification and for postproduction risk monitoring. 
Fourth, we contribute to a stronger theoretical grounding of literature on AI documentation and 
assessment by discussing how the broader risk management literature and envelopment theory 
can inform AI documentation and assessment efforts. 

Our research is not without limitations. First, the artifact has not been subject to 
summative evaluation. It was not possible to compare the undesired outcomes when using the 
AIRA tool to undesired outcomes when not using the tool. Second, the AIRA tool might not 
transfer without adjustments to other countries and the private sector. Third, the AIRA tool is 
a proactive measure, helping ensure that compliance requirements are 
met when implementing a new AI system; but it does not address the changing nature of 
society, including AI systems impact on own environment. A false sense of security can occur 
if the AIRA tool is applied with a once-and-for-all mindset due to e.g., data drift issues that can 
impact the model performance and responsibility when running in production. Given that the 
focus of the AIRA tool is on risk assessment and not on risk 
response planning, the AIRA tool would need to be complemented by proactive measures such 
as an evaluation plan before production and reactive measures in production such as evaluation 
and retraining [32]. 
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